High End Computing for Climate and Weather Research

Climate and weather research have traditionally represented one of the Grand Challenge problems for High End Computing (HEC). This is due in large part to the enormous range of spatial and temporal scales that characterize the Earth's physical and biological processes. Spatial scales range from the molecular scales that characterize many chemical processes in the atmosphere and ocean to the large-scale dynamics that determine the Earth's climate. Temporal scales range from the minutes required to forecast a tornado to multi-century model integrations used to investigate global and regional climate change.     In recent years, weather modeling has broadened to include space weather.  This not only brings in additional physics (magneto-hydrodynamics and charged particles) but also an even larger range of spatiotemporal scales.

Numerical models of the atmosphere, ocean, sea-ice, and land that are coupled together provide the only means for predicting Earth System phenomena across these scales, so computing power has generally been the factor that determines what phenomena can be studied with the numerical models that are used to examine climate and weather. Additional computing power allows additional processes to be modeled or to better resolve phenomena insufficiently captured by current models; however, the climate and weather research community anticipates being able to use all of the computing power available to it for the foreseeable future.

The HEC requirements of this type of research are typified by very large bandwidths between memory and processors, and between computational nodes (the “interconnect”).  The unavoidably global nature of some steps in these calculations also introduces a requirement for a high degree of internodal connectivity (high ”bisection bandwidth”).  These requirements cannot be met simply by the operation of Moore’s Law on existing COTS-based parallel systems since Moore’s Law does not really apply to memory speeds and interconnects.  Instead, these requirements indicate a need for architectural innovations.  There are additional HEC requirements, too. Considerable software engineering resources are required to convert very complex codes to run on each new architecture. Software engineering is therefore a major expense in both time and money and the complexity of the programming models required by some current high-end computer architectures is a strong retarding influence on progress. High-resolution climate and weather models would also generate a very large amount of data (O(1TB/model-day)) and hence require a machine with very efficient parallel I/O and a large local storage system. Scientific analysis of the model output would benefit from very capable visualization and data-mining tools.  When used in an operational mode, high-resolution weather models must also ingest large amounts of real-time data and return large quantities of output to the user (possibly another model running on a different system), necessitating high bandwidth network links.

Four example problems from the realm of climate and weather research are presented here to illustrate the limits that computing places on progress in this discipline. They are (1) Climate system dynamics at regional and global scales,    (2) seasonal-interannual variability and prediction, (3) forecasting severe weather events, and (4) space weather research.

Climate system dynamics at global and regional scales

The goals of research into climate system dynamics include:

· elucidating mechanisms of natural and anthropogenically-influenced climate variability

· developing sufficient understanding of the regional impacts of global climate fluctuations

· developing an understanding of the interaction between climate variability and land-use

· understanding the interaction between climate dynamics, ecosystem dynamics, and biologically active constituents such as carbon, nitrogen and water

· developing a better understanding of the interaction between climate variability and the distribution and intensity of extreme weather events

In addition to gaining a fundamental understanding of the Earth's climate system, this research is necessary to develop the capacity to predict

· the likelihood of extreme climate fluctuations and abrupt climate change

· the response of climate and ecosystems to different scenarios for anthropogenic climate forcing over the coming decades

· the likely availability of natural water resources and especially the likelihood, intensity, and duration of droughts

· the influence of different land-use scenarios on regional climate

· the distribution and intensity of atmospheric dust (both a health hazard and a strong influence on climate evolution) 

· the impact of emission reduction strategies on regional climate scales

· the viability of different carbon sequestration scenarios

The information extracted from these types of predictions can be used by the policy community, economists, land use planners and agricultural experts to develop adaptation strategies that permit the minimization of economic disruption from adverse climate fluctuations. Further, this basic research can form the necessary basis for market-place valuation of carbon emission and sequestration activities.

Due primarily to limitations in computer resources, current models have coarse resolution in which physically important processes such as cloud dynamics and ocean mesoscale dynamics are parameterized instead of being resolved. Although the fruit of considerable research, the best parameterizations still fail to do justice to the physics that they are trying to represent and produce results that are at variance with observations. Similarly, low resolution is recognized as a significant problem in the land surface component. It is generally believed that resolving these processes will be the basis of the next generation of climate modeling research. 

The numerical models currently used for climate research at decadal-centennial scales are characterized by modest horizontal resolution of about 100 km and use about 50 vertical levels throughout the depth of the atmosphere and ocean. Land and ice models use comparable horizontal resolutions with fewer vertical levels. Interactive ecosystem models are just beginning to be integrated into the coupled physical models of the Earth System.

Three problems are provided here to illustrate the need for additional computing for climate change science. These examples represent "breakthrough" points in our ability to use numerical models toward the fundamental understanding of climate change. 

The first problem addresses the movement of heat and chemical constituents within the Earth's oceans. In the ocean, a large part of this transport resides in ocean eddies with typical scales of about 30 - 100 km. These eddies mix heat and chemicals horizontally and vertically within the ocean mixed-layer and play a large part in determining the net poleward transport of heat in the Earth System. Ocean eddies also play a role in determining the heat flux between the ocean and atmosphere and consequently the net heat content of the ocean. Current ocean component models used in coupled climate models have a horizontal resolution of about 100km, so critical eddy transport must be approximated through parameterizations. Eddy-permitting models at a minimum will require at least a ten-fold increase in horizontal resolution, with an overall required increase of about 1000x in computational power to integrate for the same amount of model time as current models. At the very least, these high-resolution models can be used to more accurately capture the physical processes associated with ocean eddies and to verify the more computationally efficient parameterizations that are currently in use.

The second problem addresses the issue of land use and vegetation type, and the interaction of these with the physical climate system. Important processes include conversion of forest to agriculture, desertification, and deglaciation. Resolving land use types and typical scales of vegetation types requires approximately a 10km horizontal resolution in land models. Current land models used in coupled climate runs have about a 100 km horizontal resolution, so resolving typical land use and vegetation scales requires a ten-fold increase in horizontal resolution and an overall increase of about 1000x in the computational performance of the land model. 

The third problem addresses unresolved processes in the Earth's atmosphere. Physical processes such as convection in the tropics, gravity-wave breaking, atmospheric boundary layer processes, formation of atmospheric aerosols and their effect on radiative properties, and precipitation are heavily parameterized in current coupled climate models. Removing these parameterizations in very high resolution models will allow a reduction in the uncertainty in climate change projections and the ability to test computationally efficient parameterization techniques. Resolving cloud processes will require an atmospheric model with 2-5 kilometers (20-30 times that used in current models), requiring an overall increase 8,000x-27,000x in computing power to match current model integration times. Note that this does not consider increases in the vertical resolution or the increased computations required for additional physical processes.

Seasonal-interannual variability and prediction

Predicting variability in the Earth System at seasonal to interannual (S-I) timescales shares many of the same computational issues with decadal-centennial climate change research. Current S-I climate prediction systems consist of ocean-atmosphere-land-sea-ice. However, the shorter period over which predictions are needed generally permit the use of higher-resolution models, and assimilation systems are required because memory of initial conditions, particularly over land and oceans, are retained over S-I timescales. Assimilation brings observations, typically sampled at different times and disparate spatial locations, into the model forecast framework to create a dynamically consistent, unified representation of the atmosphere – consistent with the model’s dynamics – to improve subsequent forecasts. The goals for S-I research include improving prediction skill on the 6-month timescale and eventually provide routine 6-12 month seasonal predictions within the next ten years.

To be useful for S-I applications, single-image model performance must be roughly 1,000 simulated days per wall-clock day, and since climate forecasts need to be based on ensembles of runs, typical systems run 8 to10 concurrent coupled images (or 16 to 20 uncoupled images) now. It is assumed that as computer power increases the size of the calculation and the number of concurrent images will also increase while roughly maintaining these performance goals (1,000 d/d single image, 20,000 –30,000 d/d aggregate throughput). 

During the next decade, the magnitude of the calculation will increase due to the greater model complexity and increases in resolution. We have assumed that the latter will be the main driver of computer performance — this has been the case in both NWP and climate modeling for the last 30 years. Resolution may be increased in a variety of ways: by increased use of nested regions, by using embedded cloud resolving models, or simply by uniformly increasing resolution in global models. We assume that all of these approaches will result in comparable scaling properties and so take the last (a uniform global increase) to do a simple projection of performance for the next 10 years (see Table 1). We will also use the atmospheric model as characteristic of the entire problem. This is well justified for the ocean, land, and other components, such as chemistry, that will be a bigger fraction of the calculation in the future. It is not well justified for data assimilation systems, which depend more on data availability than on the resolution of the physics. Furthermore, we can be quite sure that data assimilation will play an increased role in climate. Nevertheless, we have ignored the different scaling of models and assimilation systems, partly for simplicity, and partly because it is unlikely that computational requirements for assimilation will be the driver in S-I prediction research.

Table 1 provides performance projections for a prototype calculation: an atmospheric GCM with uniformly increasing global resolution. The range of resolutions considered goes from that currently used for routine experimental prediction (2(, or about 100 km) to a 3-km global model. This range takes us from models that resolve the synoptic scales of weather phenomena to models that resolve mesoscale phenomena such as convective complexes and gravity wavetrains. It also brings us to models that, while not cloud resolving, are sufficiently fine to require very different parameterization approaches. This range also takes us from the hydrostatic models we use today to ones that must represent non- hydrostatic dynamics. The hydrostatic–non-hydrostatic transition occurs around 12 km, while at 25 km we begin to resolve mesoscale phenomena, a transition that may result in qualitative improvements in AGCM results.  For these reasons, a realistic goal for S-I for the next decade is to begin to resolve the mesoscale, at or near the hydrostatic limit. We take this to be the 25-km model. 

Forecasting severe weather events

Improving forecasts of severe weather events such as hailstorms, tornadoes and hurricanes has long been a focus of weather research because of the need to reduce the loss of life and property. Accurate simulations of these mesoscale phenomena will assist in better fundamental understanding their structures and the limits to predictability of various weather events.

Nearly all mesoscale models utilize limited-area domains and grid spacing of order 1-20 km. Unresolved phenomena such as convective clouds (at the coarser end of the resolution range), turbulence, and other sub-gridscale processes are parameterized. Additionally, grid nesting is frequently employed to represent the structure of the large-scale environment while also capturing the fine-scale structures of localized phenomena such as thunderstorms.

An extremely important component of mesoscale prediction systems is data assimilation. A variety of techniques exist to accomplish this goal, ranging from simple data insertion to complex and computationally expensive four-dimensional variational techniques. The latter, based upon optimal control theory, involve fitting a model to known observations subject to certain constraints. The resulting analysis is, in a least squares sense, optimal, satisfying the governing equations as well as agreeing with the observations.

Finally, it is impossible to estimate with uncertainty the state of the atmosphere at any point in time, say for use as a forecast initial condition. Rather, one can only create a probability distribution of all plausible states and propagate the distribution forward in time. This process, known as stochastic-dynamic forecasting, is computationally infeasible. Instead, one samples the probability distribution discretely to create a number of forecasts that differ by some amount in their initial conditions. The resulting “ensemble” of forecasts, all valid at the same time, is then averaged to produce the mean forecast as well as the standard deviation. In this manner, one generates not only a forecast, but statistics about its likely quality.  The latter are important aids to decision-making.

The operational prediction of intense local weather, using model grid spacings of order 1 km or less, will require sustained computational performance at least 100 times greater than is available today. Why? Twenty years ago, operational forecast models utilized grid spacings of order 300 km and operated over the entire globe or hemisphere; today’s such models utilize equivalent grid spacings of ~50 km, while limited-area regional/synoptic models operate on grids of 15-20 km spacing. Although such representations of the atmosphere are vastly better than those used even a decade ago, they remain inadequate for capturing explicitly the most intense and locally disruptive weather. Indeed, between approximately 15 and 5 km grid spacing, no clear scale separation exists for convective clouds, i.e., they cannot be resolved explicitly, and closure assumptions regarding their representation as sub-grid scale phenomena are not applicable. Thus, the next major advance in atmospheric prediction will come with the application of storm-resolving mesoscale models (grid spacings of 1 km or less) that are initialized with observations of comparable resolution, and that are operated not on fixed schedules or in fixed configurations, as is now the case for coarser-grid operational systems, but in a manner that responds rapidly to the weather itself and to decision-driven inputs from the user. 

To provide a specific example of the latter point, assume that the finest grid of a mesoscale model will be run over an area 200 km x 200 km. Based upon current mesoscale weather prediction code performance and scaling tests, the forecast model itself would today run ~5 times faster than real time on 1000 parallel processors on a high-end commercial MPP system for the domain and grid spacing noted above. Also based upon experience with storm- scale variational data assimilation, the most sophisticated and computationally intensive variational data assimilation system might require computing power equivalent to 25 short-term forecasts of the full dynamic model in order to obtain an “optimal” estimate of the initial condition. Accounting for data assimilation and 20 ensemble forecasts, this forecast system would today run approximately 10 times slower than real time on a 1000 processor system .

One rule of thumb is that forecasts should be produced 10 times faster than the weather evolves. Thus, an additional factor of 10 increase in computer power would be required, resulting in a total required increase of 100 in sustained performance compared to what is available today on 1000 processors.  The ability to produce such forecasts for several parts of the country or world simultaneously would introduce an additional multiplier.

Space Weather Research

The increasing reliance on satellites for telecommunications and GPS location, as well as the vulnerability of terrestrial telecommunications and power grids to strong electromagnetic storms in the upper atmosphere have prompted considerable research on “space weather”.  (As well as electrodynamic hazards, space weather variability can be lead to changes in the “thickness” of the upper atmosphere, changing the drag on satellites in low Earth orbit and, hence, their orbital decay rates.)   One goal of this research is the prediction of such space weather with sufficient lead time to be of benefit to satellite and grid operators.   Since the main driver for space weather is the activity of the Sun, this type of research involves a range of tasks, from modeling eruptive events on the surface of the Sun, through simulating the solar wind and its interaction with the Earth’s magnetosphere, to modeling the interaction between the magnetosphere and the upper atmosphere.

Aspects of space weather modeling that challenge the available computer resources include the complications of the magneto-hydrodynamic (MHD) equations, the need, in some regions, to account for the discrete nature of charged particles, and the very broad range of space and time scales involved.  (Some effects propagate at speeds close to the speed of light.)  As in terrestrial weather, data assimilation will also be an important component of space weather modeling.

Three-dimensional MHD simulations of the magnetosphere are now technically feasible.  Predictive MHD modeling of the magnetosphere is just on the edge of being feasible.  With current technology the spatial resolution that can be achieved in real-time modeling is not quite adequate to capture the necessary dynamics, but modest improvements in computer speeds would make that possible.  However, MHD modeling is inappropriate for some of the critical processes that control space weather (initiation and dynamics of substorms, magnetic reconnection at the magnetopause and in the magnetotail).  An approach known as “hybrid simulation” is currently being used to address some of these problems but the computational time required to run hybrid simulations is significantly greater than for MHD simulations.  However, even hybrid simulations are inappropriate for some of the phenomena that affect processes such as the energization of electrons to form radiation belts.  Fully kinetic 3-D simulations require further orders of magnitude additional amounts of time.

To fully realize space weather forecasting requires both software development and increased hardware capabilities.  Techniques for adaptively coupling global MHD codes to local hybrid or kinetic codes should provide a mechanism for reducing the expense of kinetic simulations by confining them to small regions. Such techniques are currently being developed.  With them, resolution of critical processes that control space weather should require an O(100) increase in available sustained computing capability.  The longer term goal is to develop effective data assimilation techniques for magnetospheric modeling.  For the 3D MHD codes, this would likely require O(10) times as much capacity as presently available with some increase in capability.  With the inclusion of uncertainty forecasting, this requirement would probably increase by another order of magnitude. 

High-end computing is the only known way of capturing the physics necessary for understanding and predicting many of the critical processes of space weather.  Like many other fluid-based problems, the HEC requirements include: parallel processing with high bandwidth communications between processors, very fast processor-to-memory communications, data storage requirements of several Terabytes per run, and analysis and visualization tools for dealing with large data sets.

